
The size of a test: the probability that a test yields a false positive, an indication that evidence is 

compatible with an alternative hypothesis (e.g., is consistent with a proposed theory)

•

The power of a test: the probability that a test yields a false negative, an indication that evidence is 

incompatible with an alternative hypothesis/cannot reject the null hypothesis (e.g., is inconsistent with a 

proposed theory)

•

Review from last week: Power and Size

Size of a test: Pr(false positive)•

For a one-tailed test, this corresponds to the area 1-������
∗�� = 0� or ������

∗�� = 0� in the tail 

corresponding to confirmatory evidence, where ��∗ is the smallest value of �� taken as confirmatory 

evidence for the alternative hypothesis 

•

Corresponds to a p-value if ��∗ is just the observed �� from the sample data set•

Power of a test: 1-Pr(false negative) •

For a one-tailed test, this corresponds to the area 1 − ������
∗�� = ���� or ������

∗����� where ��� is the 

observed value of �� in the sample and ��∗ is the smallest value of �� taken as confirmatory evidence for 

the alternative hypothesis 

•

Power Analysis
Thursday, February 23, 2012

6:56 PM
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Most statistical hypothesis tests explicitly specify their size, �, and convention in the social sciences 

dictates that � is usually 0.05

Not the case that � = �� → � = ��○

Size of the data set, variance in the dependent and independent variables are also factors○

The power of a test is not fixed with relationship to its size.•

As a result of the above, only the power OR size can be chosen to be some arbitrary value.•

Many researchers consider it more important to fix the size than the power of a test.•

The power of a test is typically not explicitly stated… this is for several reasons.

observed value of �� in the sample and ��∗ is the smallest value of �� taken as confirmatory evidence for 

the alternative hypothesis 
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Any statistical test necessarily and unavoidably trades off power and size•

The greater the power of a test (1 - Pr(false negative)), the larger its size 

(Pr(false positive))

•

The tradeoff can be visualized as below:•

Power-Size Tradeoff
Thursday, February 23, 2012

8:25 PM
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Show example power analysis in R
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Should we conclude that evidence is consistent with � > 0 or not?•

Should we conclude that evidence is consistent with � < 0 or not?•

Should we conclude that evidence is consistent with � ≠ 0 or not?•

Last week: simple hypothesis testing

Simulation○

Bootstrapping○

More complex techniques for testing hypotheses•

Does the relationship between x and y change as a third variable z changes?○

Does �� = ��?○

More complex questions•

This week: more complex hypothesis testing

Complex Hypothesis Testing
Thursday, February 23, 2012

8:50 PM
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�~Φ(0, ��) is the assumption on which the distribution of the z, t, 

and F statistics (and their constituent parts) are determined

○

...in small samples.○

The t and F tests, as you have seen, are ultimately dependent on the 

normality of u

•

In large samples, however, the tests are valid (that is, they are 

asymptotically valid) as long as u is homoskedastic, no matter what 

distribution it comes out of

•

Look at example in R•

The reason for the asymptotic  result: the classical Central Limit Theorem 

states that, for any sequence of identically and independently distributed 

(or iid) random variables � = {��, ��, … , �!}, the quantity:

•

is distributed Φ(0,1) regardless of the distribution of �. Equivalently,

is distributed Φ(0,1) regardless of the distribution of �, where �̅ = �
!
∑ �%
&
%'� 	.

Useful demonstration: 

http://onlinestatbook.com/stat_sim/sampling_dist/index.html

•

The t-statistic looks a lot like the subject of the CLT formula! This is not a 

coincidence. As n → ∞ we expect the distribution of this z-statistic to 

approach the normal distribution regardless of the underlying distribution 

of u, so long as the other assumptions of the CLRM hold.

•

Similar results hold for the F-test.•

Asymptotic vs. Small Sample Testing
Thursday, February 23, 2012

8:57 PM

   6 - Testing Complex Hypotheses and Simulation Page 6    



Similar results hold for the F-test.•

Bottom line: we don't need the N in CLNRM if our sample size is large 

enough.

•
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All the tests we've covered up to now have been based on analytical results○

It may be easier (or more accurate) to test a hypothesis by simulating the test 

quantity using computation rather than analytically calculating it using a formula 

that's supported by some kind of proof result

•

The true distribution of the test statistic is unknown○

Only asymptotic results are available and n is small○

Simulations are useful when:•

We will cover several different approaches and several different use cases in 

this lecture

○

Not all simulations are the same: there are different approaches to simulation that 

are suitable for different use cases

•

Example: consider the model + = �� + ��� + ��- + �

Suppose that this data comes out of an experiment and that y is the observed response of 

interest

•

If � = - = 0, the subject was a part of the "control" treatment○

Note that the beta coefficients on � and - are the marginal effect of these 

treatments on y compared to the baseline

○

Let x be a dummy variable (i.e.,� ∈ {0,1}) indicating whether an experimental subject was 

exposed to a particular treatment X; let	- be a dummy variable (i.e.,- ∈ {0,1}) indicating 

whether an experimental subject was exposed to a particular treatment Z

•

Ex: two different campaign advertisements--is one technique better than another?○

Ex: medical experiments--is a new drug more effective than an old drug?○

Null: two treatments have the same effect○

Suppose we want to test the hypothesis that these two treatments have the same effect 

on the response variable y

•

1: t-testing○

2: F-testing○

There is are multiple analytic methods for conducting this test (see R examples)•

Simulation-Based Hypothesis Testing
Thursday, February 23, 2012

9:09 PM
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We could also directly simulate the quantity of interest ���� − ���� out of the distribution of 

�� coefficients

•

Can be proved; see elsewhere○

Fact: �� is asymptotically distributed Φ(�, Ω) under the CLRM as a consequence of the CLT•

We can use this knowledge to computationally sample directly out of 0���� and thus get a 

set of samples from the distribution of ��� − ���

•

The MVT takes a vector of means 1 and a variance-covariance matrix Ω○

The distribution looks much like the normal, with stronger correlation/covariance 

between the variables distributed MVT resulting in a "flatter" looking distribution

○

�� is distributed according to the multivariate normal distribution•
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Run a regression, calculate �� and Ω� where (Ω� is the VCV)1)

Draw many samples out of Φ���, Ω��2)

Calculate ��� − ��� for each draw3)

The samples of ��� − ��� form a simulated 0����� − ����. Calculate the appropriate 

percentiles of this simulations distribution to get a confidence interval (and the 

associated p-values

4)

See R example!

Direct simulation out of asymptotic distribution of ��

Draw (with replacement) a random sample of size n out of the data set1)

Calculate ��� − ��� for each draw2)

Repeat steps 1 and 2 many times3)

The samples of ��� − ��� form a simulated 0����� − ����. Calculate the appropriate 

percentiles of this simulations distribution to get a confidence interval (and the 

associated p-values

4)

See R example!

Nonparametric Bootstrapping
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Difference between two simulation methods: bootstrapping bound by fewer assumptions, 

but is less efficient (results in wider confidence intervals)
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The four approaches just noted are the basic tools we use to test hypotheses about 

interaction terms

•

When we consider a hypothesis of interaction we typically mean that we believe that 

the relationship between two variables x and y is a function of the level of some third 

variable z

•

Example linear model:•

The marginal effect of x on y is:

There are different possible questions of interest here:

23
24

changes as z changes1)

23
24

is greater than zero in some cases and less than zero in other cases2)

Question 1 can be answered by simply examining the product term coefficient•

Question 2 needs to be answered using the techniques above for testing complex 

hypotheses

•

Interaction Terms
Friday, February 24, 2012

9:24 AM
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Approach 1: Analytical calculation of the marginal effect and its standard error (see R and Stata 

examples)

Approach 2: simulating the relevant quantity out of the asymptotic distribution of �� (see R 

examples)
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Calculating the marginal effect of a variable that includes a squared term is similar to calculating the 

marginal effect of a variable that includes an interaction effect

A squared term is, in effect, an interaction of a variable with itself

Consider the following model:

Marginal effect:

See R example

Quadratic Terms
Friday, February 24, 2012
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