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Methods
Let β denote an empirical relationship under study. The false discovery rate, or F DR, of a statistical hypothesis test (Benjamini and
Hochberg, 1995) is the ratio of false positive results relative to both
true and false positives:
Pr( t̂ ≤ tα|β = 0) Pr(β = 0)


F DR =
Pr( t̂ ≤ tα|β = 0) Pr(β = 0) + Pr( t̂ ≤ tα|β 6= 0) Pr(β 6= 0)

Our package estimates two components of the F DR from a statistical result: the size and power of the hypothesis test procedure used to

where t? is the critical value of the t-test with bias-adjusted size computed above; for example, when the nominal α = 0.95 and the assumed bias b = 0.25, the adjusted critical value for N → ∞ would
be t? ≈ 1.96 − 0.25 = 1.71 when σ̂β̂ = 1.
For a large scale replication study where the F DR has been empirically estimated via replicating many results, such as the one performed by the Open Science Collaboration (2015), our package can
also estimate the prior Pr(β = 0) that is most consistent with the
results for a given bias b; these parameters are not separately identifiable.
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Figure 1: prior Pr(null) / bias values consistent with
FDR in OSC Psychology Replication Project
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where Ft is the cumulative t-density corresponding to the degrees
of freedom of the hypothesis test. The researcher can also specify
a fixed α, which is then adjusted for bias. The power of the test is
the probability of a statistically significant result under a researcher
specified prior density f (β):
!!
ˆ
|β|
?
1 − Ft t −
f (β)dβ
Pr( t̂ ≤ tα|β 6= 0) ≈
σ̂β̂

Based on our estimation technique and the findings of the Open
Science Collaboration (2015), social scientists are much more
likely to generate false hypotheses than true ones. One possible
implication is that prevailing theories struggle to generate predictions that are both novel and correct.
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Using null hypothesis testing (comparing a p-value to a specified
critical α to determine the statistical significance of an estimated relationship) has proved to be a flawed procedure for excluding false
positive results from the scientific literature. Although the vast majority of published empirical results are statistically significant (Sterling, Rosenbaum and Winkam, 1995), recent large-scale replication
studies have shown that published papers fail to reproduce at a rate
far higher than α.
Our project presents a method (and an associated software package
for the R statistical computing environment) to prospectively assess
the replicability of a result in a way that performs better than the
p-value. Our method allows us to determine how confident a researcher’s prior belief in a theory would have to be in order for the
data to be consistent with a fixed false discovery rate. We can also
use replicability data collected from a large scale replication project
in psychology (and the corresponding estimates of the false discovery rate) to infer the priori probability that hypotheses proposed
by researchers in the field are correct and the degree of bias introduced by researcher practices.

Conclusion
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Detailed Description

by these researchers were studying non-existent relationships. The
exact figure depends on the degree of bias introduced by researcher
practices; these two quantites are not separately identifiable.
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What can recent large-scale replication studies tell us
about (a) the proportion of null hypotheses proposed and
studied by social scientists, and (b) the degree of bias introduced by researcher practices (p-hacking)?

produce that result; tα is the critical t statistic for a test of size α. The
researcher must specify (assume) the ratio’s other two components:
the prior probability that the null is true, Pr(β = 0), and the prior
density for β when the null is false, f (β). The size of the test is its
two-tailed p-value, including researcher-specified bias of magnitude
b:
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Pr( t̂ ≤ tα|β = 0) = 2 1 − Ft 

σ̂β̂

estimated prior Pr(null is true)

Research Question

Results
We used our software to estimate Pr(β = 0) for the psychological
literature studied by the Open Science Collaboration (2015); the results are shown in Figure 1. We converted the published results into
coefficients via a Fisher transformation; furthermore, we included
only statistically significant results (α = 0.1, two-tailed) in our study.
We assumed f (β) ∼ U [−3β̂, 3β̂] for each published β̂.
We estimate that researchers represented in the Open Science Collaboration (2015) study proposed null hypotheses between 70% and
95% of the time; that is, between 70% and 95% of studies designed
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